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ABSTRACT

This paper explores the authorship of the Letter to the Hebrews using a number of different measures of rela-
tionship between different texts of the New Testament. The methods used in the study include file zipping and
compression techniques, prediction by the partial matching technique and the word recurrence interval tech-
nique. The long term motivation is that the techniques employed in this study may find applicability in future
generation web search engines, email authorship identification, detection of plagiarism and terrorist email traffic
filtration.
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1. INTRODUCTION

Although data mining has been around for many years, the term itself only became notable in the 1990’s.
Data mining is technically defined as the process of extracting information hidden within large volumes of
raw data. Data mining has found wide applicability in business management, being used in such fields as
marketing, retail, finance and insurance. Recently, researchers have applied data mining algorithms to areas such
as DNA analysis and text classification. Examples of these include Mantegna et al.’s exploitation of Shannon’s
concept of information entropy for the study of DNA sequences,1–3 Ortuño et al.’s use of standard deviation of
word recurrence interval (WRI) for extracting key words,4 and the application of this work to the question of
authorship of the books of the New Testament.5, 6

The books of the New Testament were written around 45-90 CE. The authorship attribution of many books
of the New Testament is a subject of continuing debate and investigation among Bible readers and researchers.
The authorship of the Letter to the Hebrews has been a long-standing debate and make an interesting case study
herein.

We employed a GZip compression technique,7, 8 Prediction by Partial Matching (PPM) compression tech-
nique9, 10 and Word Recurrence Interval (WRI)6 technique for detection of text authorship. We found that the
GZip compression technique was not very effective in analysing similarities or differences in patterns, trends or
relationships between texts with sizes similar to the texts of the New Testament. The Word Recurrence Interval
method, on the other hand, can detect similarities between texts written by the same author and thus is able to
assist in text authorship identification.

2. DATA MINING TECHNIQUES

We use three techniques for text classification. The first two involve compressing the file, and for each, using two
related measures. The first of these is the delta value,

∆Ab = LA⊕b − LA, (1)
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where Lx is the compressed length (in bytes) of a file x, and ⊕ denotes string concatenation. Here, A denotes a
portion of the text to be compared with extract b from source text B. The second one is a distance metric,

SAB =
∆Ab − ∆Bb

∆Bb
+

∆Ba − ∆Aa

∆Aa
, (2)

from Benedetto et al.,11 where ∆Xy is defined as in Eq. 1

The third method compares the scaled standard deviation of WRI, where WRI is the interval between
recurrences of a word, for example in “The cat sat on the mat”, the interval between the occurrences of “the” is
three, because there are three words between (non-inclusive) each occurrence.

2.1. GZip compression

For this method, the text Hebrews was taken as source text A. It was compressed separately to measure the
value LA. From each of the remaining 26 texts of the New Testament, a small sequence b from another source
text, B, was randomly extracted to append to source A. The new sequence A ⊕ b was then compressed, giving
length LA⊕b. The value of ∆Ab was obtained using Eq. 1. In order to obtain more reliable data values, random
extraction of small sequences from each of the 26 texts of the New Testament to append to the text Hebrews
was run five times and the corresponding values for ∆Ab were calculated in each case. Small sequences were
varied at different number of words to assist in graphing and analysis. Plots of ∆Ab values for texts with sizes
greater than 2,000 words compressed using the GZip software are depicted in Figure 1. It is clear from Figure 1
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Figure 1. Using the GZip compression algorithm, we compressed Hebrews with appended portions of other books and
calculated the ∆Ab values using Eq. 1. The portion of the appended text was selected at random. Each point on the
above curves represents the average of five randomly selected portions of appended text and the error bars represent +/−
one standard deviation. This is a plot of the results, with a smaller value of ∆Ab ideally indicating common authorship
or at least style. Hebrews appended to itself gives the line at ∆Ab ≈ 0. Texts used were in the original Koine Greek.

that 1 John has the smallest ∆Ab. We consider the closest text B in terms of authorship to be that for which
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the value of ∆Ab is minimized. This rather surprisingly suggests that the author of 1 John is likely to be the
author of the Letter to the Hebrews. Traditionally, the authorship of the Letter to the Hebrews was attributed
to Paul. However, critical research made by experts indicated that this is attribution is incorrect.12 Thus, in
order to validate our results, we repeated the experiment using a text from the New Testament whose authorship
attribution to Paul was confirmed true by experts. We have chosen the Letter to the Romans as source A since
it is one of the seven epistles of Paul in which we know the author with great certainty.12 Figure 2 shows plots
of ∆Ab values for all texts with sizes greater than 2,000 words appended to Romans. Once again, Figure 2 shows
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Figure 2. Using the GZip compression algorithm, we compressed Romans with portions of other books combined (at
random, over repeated trials), and calculated the ∆Ab values using Eq. 1. This is a plot of the results, with a smaller
value of ∆Ab ideally indicating common authorship or at least style. Romans appended to itself gives the line at ∆Ab ≈ 0

that 1 John has the smallest ∆Ab. This suggests that the author of 1 John could be the author of Romans.
However, there is no indication that 1 John was written by Paul. Although confirmed false by critical research,
the traditional authorship of 1 John was attributed to John, the Son of Zebedee.12 As shown in Figure 2, plots
of ∆Ab for Hebrews is closest to those of Luke and Acts whose authorships were traditionally attributed to Luke.
A possible interpretation of these results is that the author of Romans and the author of Hebrews could not
be the same since Hebrews has a very high ∆Ab value when appended to Romans. These inconclusive results
prompted another experiment where a text written by Luke was chosen as source A. We decided to repeat the
experiment using Acts as source A. Figure 3 shows plots of ∆Ab values for all texts with sizes greater than 2,000
words appended to Acts. It is clear from Figure 3 that 1 John has the smallest ∆Ab. The Letter to the Hebrews,
on the other hand, has the largest ∆Ab. Since 1 John has minimum ∆Ab when appended to the texts Hebrews,
Romans and Acts whereas the Letter to the Hebrews has large values of ∆Ab when appended to Romans and Acts,
we conclude it is possible that the author of 1 John is not the same as the author of the Letter to the Hebrews.

The key results found from these investigations were:

• 1 John has the smallest ∆Ab when compressed with Hebrews, Romans and Acts as texts B. This suggests
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Figure 3. Using the GZip compression algorithm, we compressed Acts with appended portions of other books combined
(at random, over repeated trials), and calculated the ∆Ab values using Eq. 1. This is a plot of the results, with a smaller
value of ∆Ab ideally indicating common authorship or at least style.

that the author of 1 John is most likely the author of Hebrews, Romans and Acts. However, the traditional
authorship of 1 John was attributed to John. The traditional authorship of Hebrews and Romans is
attributed to Paul and the traditional authorship of Acts is attributed to Luke. Of these, only Paul’s
authorship of the text Romans was confirmed true by critical research12

• When compressed with Romans and Acts, 1 John has the smallest ∆Ab whereas Hebrews has a relatively
very high ∆Ab. This indicates that the author of 1 John could not be the same as the author of Hebrews.

Thus, confronted with conflicting results presented above, it is not possible for us to come up with a sound and
reasonable conclusion as to who is the author of the Letter to the Hebrews using the delta parameter.

For the distance metric, again Hebrews was used as source A and the other 26 texts of the New Testament
were used as sources B. Small sequences b’s were appended to long sequences A and B and then compressed
using GZip. The values of their ∆’s were then calculated. Similarly, a small sequence was selected randomly from
Hebrews was appended to long sequences A and B and then compressed and the corresponding ∆’s were likewise
calculated. The distance SAB between sources A and B was calculated using Eq. 2 above. The whole process
was run 10 times for each calculation of distance between text pairs. Plots of SAB ’s for books with sizes greater
than 2,000 words compressed using GZip shown in Figure 4. As evident in Figure 4, the standard deviations of
distances between the Letter to the Hebrews and 1 and 2 Corinthians did not overlap with those of other texts
of the New Testament not written by Paul. However, their distances from the Letter to the Hebrews are further
than those of texts not written by Paul. Thus, this experiment did not assist us in coming up with a conclusion
as to who wrote the Letter to the Hebrews.
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Figure 4. Using the GZip compression algorithm, we compressed Hebrews with portions of other books combined (at
random, over repeated trials), and calculated the SAB values using Eq. 2. This is a plot of the results, with a smaller
value of SAB ideally indicating common authorship or at least style.

To help us analyse whether these ambiguous results are only restricted to distances between Hebrews and
other texts or not, we have decided to repeat the experiment using Luke as source A and all other texts of the
New Testament as sources B. The resulting distances are plotted and shown in Figure 5. As seen in Figure 5,
the standard deviations of the distances between Luke and other texts of the New Testament are overlapping.
However, we noticed the similarity between the distance of the Letter to the Hebrews and 2 Corinthians from
Luke. Despite this observation, it is still not possible for us to decide on the authorship attribution of the Letter
to the Hebrews.

Thus, based on the results presented above, we conclude that the GZip compression technique is not useful
for investigating authorship attribution of texts with sizes similar to the books of the New Testament.

2.2. PPM Compression Technique

The Prediction by Partial Matching (PPM) data compression scheme, developed by Cleary and Witten, is capable
of good compression on a large range of source data.9 The scheme can encode English text in as little as 2.2
bits/character.10 The PPM algorithm is based on the idea that the most effective way to predict the frequency
of the next symbol and consequently, to compress data, is to bias the predictions according to the previous
symbols in the uncompressed symbol stream.

We used PPM software to compress all 27 books from the Koine Greek New Testament. We again applied
Eq. 1 to measure the relationship between the Letter to the Hebrews and other books of the New Testament.
Once again, the Letter to the Hebrews was used as file A. A small sequence b was randomly extracted from each
of the remaining 26 books of the New Testament to append to file A. The files A and A ⊕ b were compressed
and their difference, ∆Ab, was calculated. For the resulting ∆Ab values we calculated the mean and standard
deviation and plotted the results. We then considered the graph that has the smallest ∆Ab. Figure 6 shows plots
of ∆Ab values for all texts with sizes greater than 2,000 words appended to the file Hebrews. Similarly to the
results obtained by using GZip compression, Figure 6 shows that 1 John has the smallest value of ∆Ab. Notice
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